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Abstract—Iterative learning control enables the determination
of optimal command inputs by learning from measured data of
previous tasks. The aim of this paper is to address the negative
impact of trial-varying disturbances that contaminate these
measurements, both in terms of resource-efficient implementa-
tions and performance degradation. The proposed method is an
optimal framework for ILC that enforces sparsity and related
structure on the command signal. This is achieved through a
convex relaxation relying on ℓ1 regularization. The approach
is demonstrated on a benchmark motion system, confirming
substantial extensions compared to earlier results.

I. INTRODUCTION

Iterative Learning Control (ILC) enables the iterative im-

provement of control performance and is highly successful on

motion systems. These motion systems often perform repeat-

ing tasks. In this situation, ILC can effectively compensate

for repeating components in the error signal by learning

from previous tasks, also called batches or trials. Examples

include manufacturing applications [1] rehabilitation robotics

[2], wafer scanners [3], and printing systems [4].

One of the key assumptions ILC relies on is exact repetition

of the task and error signal; as a consequence, typical ILC

algorithms are highly susceptible to trial-varying disturbances

such as sensor noise and process disturbances. This has severe

consequences for control applications, in particular those in

motion control applications, including a high implementation

cost and amplification of trial-varying disturbances.

On the one hand, trial-varying disturbances in ILC lead to

command signals that are noisy and unstructured, leading to

a high implementation cost in terms of controller updates.

This is a key concern in, e.g., wireless sensor networks,

wireless control applications, or embedded platforms with

shared resources [5]. In contrast, near-optimal feedforward

signals in motion applications are highly structured, e.g., [6],

both in terms of their finite support, i.e., being very sparse,

and structured, i.e., being piecewise linear.

On the other hand, ILC amplifies trial-varying disturbances,

leading to a deterioration of control performance compared

to the optimal command signal. This is evidenced by the

development of approaches to attenuate trial-varying distur-

bances, including input weighting [7], higher-order ILC for

addressing disturbances with trial-domain dynamics [8], and

stochastic approximation-based ILC [9], a wavelet filtering-

based approach in [10]. All these approaches mitigate trial-

varying disturbances, but do not impose additional structure

to reduce implementation cost. Alternatively, the use of basis

functions is explored, e.g., in [11]. However, these require the

a priori, non-optimal selection of suitable basis functions.

Although it is well-recognized that ILC is highly susceptible

to trial-varying disturbances and several partial solutions have

been developed, at present these do lead to a low implemen-

tation cost in addition to optimal performance. The aim of

this paper is to develop a framework for ILC that determines

when to optimally sample for generating the ILC command

signal. Herewith, it effectively enforces additional structure to

ILC command signals and achieves both a low implementation

cost and mitigation of trial-varying disturbances.

The main contribution of this paper is a framework for

ILC that allows for enforcing sparsity and additional structure

using the ℓ0 norm. This leads to a low implementation cost in

addition to a mitigation of amplification of trial-varying dis-

turbances. A key concern with sparse optimization involving

the ℓ0 norm is that this essentially involves a combinatorial

problem. In the presented framework, a convex relaxation of

the ℓ0 norm is employed using the generalized lasso [12], see

also [13] for more details. In the present paper, the sparse

ILC framework is presented, aiming to be of tutorial value,

especially through the demonstration of its potential on a

motion control benchmark. Further theoretical analyses are

beyond the scope of the present paper; the interested reader is

referred to [14] for an extended version.

The outline of the paper is as follows. In Sec. II, the

considered problem is defined in detail. Then, in Sec. III, the

sparse ILC framework is proposed and several design choices

are explained in detail. These are applied to a motion control

benchmark application in Sec. IV, revealing the potential of

the proposed framework. Conclusions are provided in Sec. V.

II. PROBLEM FORMULATION

A. Motion control

The goal in motion control is to minimize the tracking error

ej during experiment j for a given reference r, see Fig. 1. On

the one hand, this is done by selecting an appropriate feedback

controller C, which is assumed fixed in this paper. On the other

hand, a feedforward command input fj is indispensable.

The typical task in motion systems is a point-to-point

motion as is indicated in Fig. 2. In certain applications, only

the end-point of the point-to-point motion is of interest. In

sharp contrast, in many motion control systems, including
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Fig. 1. Parallel ILC structure (3) that is often used in motion control
applications and fits in the general description (2).

0 0.1 0.2 0.3 0.4 0.5

t

-1

-0.5

0

0.5

1

r

performance interval

Fig. 2. Reference r in (2) (solid blue), scaled acceleration (dashed red).

the examples in Fig. 3, the error must be made small in the

indicated performance interval in Fig. 2, i.e., the constant part

where the system moves with constant velocity.

Traditional feedforward is typically based on Newton’s law.

Indeed, under a rigid-body assumption, the command signal

fj = m̂a (1)

may be used, where m̂ is a tuning parameter representing the

mass, and a is the acceleration profile, see Fig. 2.

Advantages and disadvantages associated with (1) include

+ its tuning is unaffected by the noise ṽj , see [15];

+ it is sparse and structured, i.e., it is a scaled version of

the acceleration profile depicted in Fig. 2;

- it does not deal with high-order dynamics [16], [3]; and

- it cannot compensate for trial-invariant disturbances.

B. Typical ILC setup

The main idea in ILC is to iteratively update the command

signal fj+1 by learning from the previously measured error

signal ej . In particular, let the ILC system

ej = r − Jfj − vj (2)

be given, where ej ∈ ℓ2 denotes the error signal to be

minimized, r ∈ ℓ2 is the reference signal, fj ∈ ℓ2 denotes

the command signal, and vj ∈ ℓ2 represents trial-varying

disturbances, including measurement noise. All signals are

tacitly assumed to have appropriate dimensions. Furthermore,

J represents the true system, either open-loop or closed-loop,

with causal and stable transfer function J̃ , J̃ ∈ RH∞. The

index j ∈ Z≥0 refers to the trial number. The general setup

(2) encompasses the parallel ILC setup in Figure 1, where

ej = Sr̃ − SGfj − Sṽj (3)

where S follows from its transfer function S̃ = 1

1+G̃C̃
, r = Sr̃,

J = SG, vj = Sṽj , and C̃, G̃ are assumed to be linear.

Throughout, fj+1 is generated by an ILC algorithm

fj+1 = F (fj , ej), (4)

where the ILC update F is defined in more detail later on.

(a) Wafer scanner. (b) Industrial flatbed printer.

Fig. 3. State-of-the-art equipment where performance is required during a
constant velocity interval for exposure (wafer scanner) and printing (printer).

C. Motivation 1: resource-efficiency

Typical command updates (4) typically involve a filtering of

the error ej , where the filter often is Linear and Time Invariant

(LTI). As a result, since vj has infinite support and is noisy,

the generated command input fj+1 has infinite support and

is noisy. As a result, it is non-sparse and changes value at

each timestep. Consequently, as is argued in Sec. I, the im-

plementation cost of the command input may be prohibitively

high, e.g., in certain embedded control implementations with

a shared platform or where wireless communications are used.

D. Motivation 2: trial-varying disturbances

Besides the fact that noise propagates to fj+1 in typical

algorithms of the form (4) leading to large implementation

cost, the noise also leads to a deteriorated performance. To

illustrate this, the task in Fig. 2 is applied to a static system,

i.e., J = 1, and the command update fj+1 = fj + αej is

considered, where α ∈ (0, 2) is a learning gain.

Analysis using (2), fj+1 = fj + αej , and f0 leads to

e0 = r − v0 and e1 = (1− α)r − αv0 + v1. (5)

Hence, it can be immediately verified that α = 1 eliminates

the r-induced part of the error, and leads to fast convergence.

However, it amplifies the noise substantially: e1 is the super-

position of the trial-varying disturbance during task j = 0 and

j = 1. By reducing α, the learning speed is reduced, i.e., in the

initial experiments a substantial part of the r-induced error, see

(5) remains present. However, it substantially reduces the limit

error, essentially to ej . Indeed, in general it cannot be expected

that ILC compensates for vj . This mechanism is illustrated in

Fig. 4 and theoretically analyzed in [14, Sec. 3].

Summarizing, learning gains in ILC, which is also done

in optimal ILC algorithms [17], leads to a trade-off between

convergence speed and reduced amplification of trial-varying

disturbances. In the present paper, the aim is to develop a

framework that turns off ILC as a function of time, during a

trial, to avoid amplification of trial-varying disturbances.

E. Problem formulation

In view of the motivation in Sec. II-C-II-D, the considered

problem in this paper is to develop a framework for ILC that
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Fig. 4. Learning gain in ILC. A learning gain α = 1 (green) leads to fast
convergence but a large limit error due to trial-varying disturbances. Reducing
the learning gain, i.e., α = 0.5 (red) and α = 0.25 (blue) leads to a reduction
of trial-varying disturbances at the price of a slower convergence speed.

R1) renders the iteration (2),(4) convergent over j;

R2) the resulting command signal fj has a certain structure,

see Sec. II-C, including

a) a small ‖fj‖0, and/or,

b) a piecewise constant fj with a small number of jumps.

R3) leads to a small error ej in the presence of trial-

invariant disturbances r and trial-variant disturbances vj ,

see Sec. II-D.

Here, ‖x‖ℓp denotes the usual ℓp norm, p ∈ Z>0. Also, ‖x‖0 =∑
i 1(xi 6= 0), i.e., the cardinality of x. Note that ‖x‖0 is not

a norm, since it does not satisfy the homogeneity property. It

relates to the general ℓp norm by considering the limit p → 0
of ‖x‖p. A signal x ∈ R

N is called sparse if many of its

components are zero, in which case ‖x‖0 ≪ N . A signal

x ∈ R
N is called structured if, for a specifically chosen matrix

D, the signal Dx has many zero components.

III. SPILC FRAMEWORK

In this section, the general optimization-based ILC frame-

work is presented, and several of the user choices are outlined.

A. General SPILC framework

Throughout, the criterion

J (fj+1) =
1

2
‖Weej+1‖

2
2 +

1

2
‖Wffj+1‖

2
2

+
1

2
‖W∆f (fj+1 − fj) ‖

2
2 + λ‖Dfj+1‖1

(6)

is considered, where the goal is to compute

f
opt
j+1 = argmin

fj+1

J (fj+1). (7)

Here, finite time signals of length N are considered to obtain

an optimization problem with a finite number of decision vari-

ables, i.e., ej , fj ∈ R
N . The matrices are defined in the sequel

and are assumed to have compatible dimensions. In addition,

existence of a unique solution is typically assumed, which

can be directly enforced by assuming appropriate positive

(semi-) definiteness assumptions on We, Wf , W∆f , D, and λ.

Also, ej+1 in (6) is considered to be the noise-free prediction

ej+1 = r− Jfj+1. Since also r is unknown, the main idea in

ILC is to use this approximation also for ej , leading to

ej+1 = ej − J(fj+1 − fj), (8)

TABLE I
OVERVIEW OF ILC ALGORITHMS THAT FIT INTO (6).

ILC algorithm Parameter Sec. Requirement

Norm-optimal ILC λ = 0 III-B R1, (R3)

Sparse ILC λ > 0, D = I III-C R1, R2a, R3

Fused ILC λ > 0, D = Df III-D R1, R2b, R3

Sparse fused ILC λ > 0, D =
[

αDf I
]

III-D R1, R2a, R2b, R3

where ej is the measured error signal during trial j. Thus,

substituting (8) into (6) renders the optimization problem

(7) as a function of the known variables ej , fj , user-defined

variables, and the decision variable fj+1.

The criterion (6) does not involve the ℓ0 norm, i.e., it is not

immediate whether this results in sparse solutions, i.e., whether

these address Requirement R2a, R2b. In the next section, it

is shown that specific choices of parameters lead to several

variants of the algorithm that actually address these sparsity

constraints, see the overview in Table III-A.

The key motivation for (6) is that it is convex and can be

efficiently solved in addition to the availability of standard

solvers, e.g., [18], which is in sharp contrast to using the ℓ0
norm directly.

B. Classical Norm-Optimal ILC

Norm-optimal ILC is a commonly employed ILC approach

[7], which corresponds to λ = 0 in (6). If λ = 0,

f
opt
j+1 = Q(fj + Lej) (9)

L = (JT W̄eJ +W∆f )
−1JT W̄e (10)

Q = (JT W̄eJ + W̄f + W̄∆f )
−1(JT W̄eJ + W̄∆f ),(11)

where W̄e = WT
e We, W̄f = WT

f Wf , and W̄∆f = WT
∆fW∆f

and it is assumed that these are chosen such that the matrices

in (10) and (11) are invertible.

Note that, in view of the requirements in Sec. II-E, the

terms 1
2
‖Wffj+1‖

2
2 and 1

2
‖W∆f (fj+1 − fj) ‖

2
2 essentially

involve a ridge regression or Tikhonov regularization. Here,

Wf penalizes the command input and typically enhances

robustness to modeling errors. Also, W∆f can be used to

decrease trial-varying disturbances, similar to the use of α

in Sec. II-D and Fig. 4. However, ridge regression does not

promote sparsity, hence Requirement R2 is not addressed.

C. Sparse ILC

In this section, the basic ILC approach is presented that

addresses both Requirement R2a and Requirement R3 in

Sec. II-E. The main focus is on enforcing sparsity, i.e.,

‖fj+1‖0 should be small.

To achieve this goal, D = I and λ > 0 in (6). In addition,

in this classical lasso approach, Wf and W∆f may be selected

as Wf = 0 and W∆f = 0, i.e., traditional design guidelines

as in Sec. III-B need not be imposed to ensure invertibility of

the matrices in (10)-(11). The resulting criterion becomes

J (fj+1) =
1

2
‖We(ej − Jfj+1)‖

2
2 + λ‖fj+1‖1, (12)

which closely reflects the original lasso approach in [19].
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Fig. 6. Schematic illustration of considered system.
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Fig. 7. Open-loop true system Go in (solid blue), closed-loop true system
SoGo (dashed red), closed-loop model J (dash-dotted green).

A. Traditional motion feedback and feedforward control

First, the task in Fig. 2 is performed using only feedback

control. The results are depicted in Fig. 8. Clearly, the error

is very large, also within the performance interval indicated

in Fig. 2. In particular, the ℓ2 norm taken over this interval is

given by 68.72 · 10−3, see Table IV-A.

The mass feedforward (1) substantially reduced the error

signal, see Fig. 8, with an ℓ2 norm given by 8.61·10−3. Clearly,

the feedforward signal is sparse and structured.
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Fig. 8. Top: error ej . Bottom: command signal fj . Shown are feedback
control only, i.e., fj = 0 (solid blue) and mass feedforward (1) (dash-dotted
green).

TABLE II
ℓ2 NORM OF ERROR SIGNAL IN PERFORMANCE INTERVAL (AS INDICATED

IN FIG. 2).

Approach Equation ‖e40‖2

No feedforward fj = 0 68.72 · 10−3

Mass feedforward (1) 8.61 · 10−3

Norm-optimal ILC (9)-(11) 0.71 · 10−3

Sparse ILC (12) 0.46 · 10−3

Sparse fused ILC (17) 0.46 · 10−3
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Fig. 9. Top: error e40 at iteration j = 40. Bottom: command signal f40.
Shown is norm-optimal ILC, see Sec. III-B (dashed red).

B. Norm-Optimal ILC

Next, norm-optimal ILC is used to improve the performance

by learning from previous tasks. In particular, the classical

approach as described in Sec. III-B is implemented, with

We = I , Wf = 0, and W∆f = 10−10.

The results of norm-optimal are depicted in Fig. 9. Clearly,

norm-optimal ILC substantially reduces the error signal. In

particular, the ℓ2 norm reduces to 0.71 · 10−3. Indeed, it

seems that trial-invariant disturbances, i.e., the r-induced part

of the error signal, are completely eliminated. However, the

command signal f40 is very noisy, hence non-sparse and not

piecewise constant. As a result, it leads to a high implementa-

tion cost in terms of Requirement R2a and Requirement R2b.

Furthermore, it may very well be that it amplifies trial-varying

disturbances, i.e., it may not optimally meet Requirement R3.

C. Sparse ILC

To address both Requirement R2a and Requirement R3, the

criterion (12) is considered. The criterion has a penalty on the

ℓ1 norm, where λ = 2 · 10−4. Interestingly, as is explained in

Sec. III-C, it leads to a sparse result, i.e., one where ‖fj‖0 is

small, see Fig. 10. Thus, Requirement R2a is addressed.

When considering the error during the performance interval,

see Table IV-A, it can be seen that the ℓ2 norm of the error is

reduced to 0.46 · 10−3. This is a significant reduction, and is

explained by the fact that the sparse ILC approach effectively

turns off learning during the interval where noise is dominant.

In this respect, Requirement R3 is clearly addressed.
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Fig. 10. Top: error e40 at iteration j = 40. Bottom: command signal f40 at
iteration j = 40. Shown are sparse ILC of Sec. III-C (dash-dotted green) and
the sparse fused ILC approach (Sec. IV-D) (solid black). The sparse ILC leads
to a sparse f40, addressing Requirement R2a.. In addition, the sparse fused
ILC approach (Sec. IV-D) (solid black) also addresses Requirement R2b.

D. Sparse Fused ILC

If controller updates as in Requirement R2b need to be

minimized in addition to sparsity, then the sparse fused ILC

approach in Sec. III-D is appropriate. In addition, by selecting

the weighting matrix as in (17), both Requirement R2a and

Requirement R2b are addressed.

The result of the sparse fused ILC algorithm is depicted in

Fig. 10. The penalty on fj enforces zero entries. Also, the ad-

ditional penalty on the changes in fj leads to a piecewise con-

stant command input, thereby addressing Requirement R2b.

The sparse fused ILC approach leads to a comparable norm

of the error signal ‖e40‖2 = 0.46·10−3 during the performance

interval, see Table IV-A.

V. CONCLUSION

A framework for enforcing structure on the command sig-

nals in ILC is proposed. The goal is to minimize the ℓ0 norm

of the command signal, possibly with additional weighting.

Indeed, the ℓ0 norm corresponds to sparsity, whereas addi-

tional weighting enables further structure such as enforcing a

piecewise constant signal. Optimization using the ℓ0 norm in

typically involves a combinatorial problem. This is addressed

by using a convex relaxation using the ℓ1 norm, see Fig. 5.

In this paper, the basic framework is proposed and its poten-

tial is illustrated on a benchmark motion system. Additional

design choices directly fit in this framework, including elastic

net, sum-of-norms, and basis functions, see [14] for results in

this direction. In addition, especially for ILC the use of re-

estimation may have significant benefits to eliminate the bias

introduced by the ℓ1 regularization term. Indeed, while this

bias may have benefits in regression to minimize the mean-

square error, ILC can exploit iterations, see [14].
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